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Abstract

A new task-level adaptive controller is presented for the hybrid dynamic control of robotic assembly
tasks. Using a hybrid dynamic model of the assembly task, velocity constraints are derived from which
satisfactory velocity commands are obtained. Due to modelling errors and parametric uncertainties, the
velocity commands may be erroneous and may result in sub-optimal performance. Task-level adaptive
control schemes, based on the occurrence of discrete events, are used to change the model parameters from
which the velocity commands are determined. Two adaptive schemes are presented: the first is based on
intuitive reasoning about the vector spaces involved whilst the second uses a search region which is reduced
with each iteration. For the first adaptation law, asymptotic convergence to the correct model parameters
is proven except for one case. This weakness motivated the development of the second adaptation law,
for which asymptotic convergence is proven in all cases. Automated control of a peg-in-hole assembly
task is given as an erample, and simulations and experiments for this task are presented. These results

demonstrate the success of the method and also indicate properties for rapid convergence.
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1 Introduction

Assembly is one of the most suitable tasks for robotic manipulators because the environment is controlled
and predictable. However, achieving very high levels of environmental control requires precise fixtures and
repeatable processes. Furthermore, as a result of the tight tolerances involved, assembly is still highly
error-prone. The costs associated with environmental control and repeated error recovery motivate an
adaptive controller which can use information gained during the normal task execution to reduce the
probability of error. The ability to adapt is particularly important in an industrial setting where new
products are frequently introduced and the assembly line needs to be trained to perform the new tasks.
An adaptive controller reduces the amount of training that is required and, thus, generates a significant
saving in “down-time”.

Many different approaches to assembly tasks have been investigated, including position control, force
control and impedance control. Hogan [Hog85] developed impedance control for the manipulation of objects
constrained by the environment. Mason [Mas81] and Raibert and Craig [RC81] developed a controller
which uses both position and force control for the manipulation of constrained objects.The concept of using
position and force control simultaneously has been extended by a number of researchers (e.g. [JT96, SV96])
in search of a better control scheme for constrained motion systems. Also, Tarn et al. [ TWXI96] investigated
in detail the dynamics of a gain of contact. All of these works present controllers which are more tolerant to
environmental uncertainty. However, an adaptive controller offers the considerable advantage of reducing
training times whenever a new task is introduced.

In this paper, the assembly process will be modelled as a hybrid dynamic system, consisting of discrete
and continuous parts. Hybrid dynamic modelling effectively represents the discrete nature of assembly
tasks as well as providing a good framework for error recovery. A hybrid dynamic system consists of a
discrete event system interacting with a continuous time system. Usually, the discrete event system is
a decision-maker or controller and operates at an abstract level. There have been many wide-ranging

applications of hybrid dynamic systems including network protocols [Ove93] and manufacturing systems



[Ger89]. In particular, assembly tasks have been controlled using hybrid dynamic systems by Moody et
al. [MAL95] and McCarragher. In [MA95], McCarragher presented a discrete event controller synthesis
technique for assembly tasks with good error recovery characteristics.

A great deal of research has been conducted into adaptive controllers in general and for constrained
motion systems in particular. For example, Alsina and Gehlot [AG95] proposed a modular approach to
adaptive control and Park et al. [PLP97] presented an adaptive control method for constrained motion
systems. An adaptive hybrid dynamic controller offers the dual advantages of error recovery and adaptation
and provides an ideal solution for assembly tasks. Previously, McCarragher [McC93] presented a task-level
adaptive controller, however, two more complete, model-adaptive controllers are developed here. The first
controller is based on intuitive reasoning about the vector spaces involved and offers simplicity and rapid
convergence. However, the first controller does not provide guaranteed convergence in one case. To address
this problem, a second controller is presented. The second controller uses a search region which is reduced
with each iteration. This technique guarantees eventual convergence but may require more iterations to
converge.

In this paper we develop two model-adaptive control schemes for robotic assembly tasks modelled as
hybrid dynamic systems. The following section presents an overview of hybrid dynamic modelling for
assembly tasks, then Section 3 discusses techniques for determining the control commands. Section 4
develops the two adaptation laws and explains the motivations behind them. Simulated and experimental
results for the peg-and-hole insertion task are presented in Section 5. The experimental results demonstrate

the real-world applicability of the model-adaptive control schemes.

2 Hybrid Dynamic Modelling of Assembly Tasks

We will consider the assembly task as a constrained motion system which involves the motion of a polyhedral
workpiece with possible constraints introduced by contact between the workpiece and a fixed polyhedral

environment. In a previous work, McCarragher [McC96] demonstrates that all possible states of contact
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Figure 1: Block Diagram Representation of Hybrid Dynamic System

between two polyhedral parts in Cartesian space can be described as combinations of edge-edge and surface-
vertex contacts. Hybrid dynamic modelling is particularly appropriate for assembly processes as there are
a small number of possible contact configurations and, hence, we can dramatically reduce the complexity of
the continuous time process by abstracting to a higher level. The structure of the adopted hybrid dynamic
model is as shown in Figure 1. The system consists of three parts, which are the continuous time plant, the
discrete event controller, and the interface. Each component is detailed below, with the description tailored
to the assembly tasks that we consider. Mathematically, the continuous plant will be defined by a set of
differential equations describing the motion of the workpiece. The discrete event controller is modelled as
an automaton describing task-level decision making, whereas the interface serves as the communication
between the continuous manipulation process and the decision maker. In many cases the continuous plant

and the interface are combined and described using one discrete event model [GV89].

2.1 The Continuous-Time System

Consider the general motion control of an object or workpiece. The equation of motion of the workpiece

in free-space is given generally as

x(t) = f (x(t), u(t)) (1)

where x(t) is the continuous-time state vector, and u(¢) is the input vector. As the workpiece interacts with

an inertially fixed environment, the free-space dynamics of (1) become constrained. For each edge-edge or



surface-vertex contact, this constraint may be written as

g5 (x(t)) = 0 (2)

where g; is the constraint equation for the 4§ edge-edge or surface-vertex contact. Distance functions are
ideal candidates for g; (e.g. the shortest distance between a surface and vertex). Note, equation (2) is only
valid when the j** edge-edge or surface-vertex pair is actually in contact.

The functions g; form a model of the constraints within the continuous-time system. Due to mod-
elling errors or other uncertainties, the model of the system may be inaccurate. Hence, it is desirable to
use adaptive methods to reduce any modelling errors. However, it is difficult to adapt the functions g;
themselves and so, in Section 3 we will use the power of hybrid dynamic modelling to develop a simpler

representation of the constraint model. Section 4 then presents adaptive techniques for the simpler model.

2.2 The Discrete Event System

The continuous time plant is controlled by a task-level, discrete event controller modelled as an automaton.
The automaton is a quintuple, (S, E, C, «, 3), where S is the finite set of states, E is the set of plant events,
C is the set of controller events, a : § X E — S is the state transition function, and # : S — C is the
output function. Each state in S, denoted +;, identifies a distinct state of contact between the workpiece
and the environment. For this paper, the states will be taken as the possible combinations of edge-edge
and surface-vertex contact as discussed above. Each controller event in C, denoted vy, is generated by the
discrete event controller, whereas each plant event in E, denoted 7y, is generated by the conditions in the
continuous plant. For our purposes, plant events are generated when the continuous-time system changes
contact state. Thus, the definition of each event includes the edge-edge or surface-vertex pair involved
and the type of contact state change. The contact state changes are loss of contact, gain of contact, and
over-force. The over-force condition occurs when the system attempts to move the workpiece through the

environment.



The dynamics of the discrete event controller are given generally by

Vi+1 = o (Y, Tk) (3)

vk = B() (4)

where v, € S,7x € E and vy € C. The input and output signals of the discrete event controller are
asynchronous sequences of events, rather than continuous time signals. The function « is functionally
dependent on f and g as defined by the continuous-time system. Note that the state of the continuous-

time system is x, whereas v is the state variable of the discrete event system and is dependent on x.

2.3 The Interface

The interface is responsible for the communication between the plant and the controller, since these compo-
nents cannot communicate directly due to the different types of signals being used. The interface consists

of two maps ¢ and 1. The first map ¢ converts each controller event into a plant input as follows

u(t) = ¢(ve) ty <t <ty (5)

where vy, is the most recent controller event before time ¢ and ¢ is the time at which this event occurred.
We require that u(t) be a piecewise constant plant input with possible discontinuities only when controller
events occur. For synthesis purposes it is often easier to combine the control equations (4) and (5) such

that the control input is directly a function of the discrete state

u(t) = ¢ (8(vk)) te <t <tp (6)



The second map 1) converts the state space of the plant into the set of plant events.

e = ¥ (x(1)) (7)

Note that equation (7) does not imply that 75 changes continuously as x(¢) changes. The state space of
the plant is partitioned into contiguous regions. The function v generates a new plant event only when
the state first enters one of these regions. The map 1) is called a state monitor. Hovland and McCarragher

present a robust state monitor for constrained motion systems in [HM96].

3 Control Command Synthesis

The control commands are the input to the continuous-time plant from the discrete event controller. We
will impose the minor restriction that commands can cause only one contact state change at a time (i.e.
only one contact can be gained or lost per command). This restriction simplifies the following analysis and
results in a more robust controller. The control commands are determined by first establishing a desired
event for each state. The desired event is chosen such that the system moves towards the target state.
The desired events may be determined manually or automatically, depending upon the application. For
any given state, we use the desired event and geometric considerations of the workpiece and environment
to establish conditions on the command to be executed.

There are three conditions upon which the control law (6) for motion control is selected. First, the
maintaining condition ensures that the currently active constraints (2) remain satisfied, if desired. Second,
the enabling condition is a necessary condition that ensures that the next desired discrete event 7y is
allowed to occur. Third, the disabling condition is a sufficient condition that ensures an undesired discrete

event is not allowed to occur.



3.1 Maintaining Condition

The motion of the system described by (1) is constrained by (2). The first possible task of the controller
is to ensure that the control commands satisfy this geometric constraint. To derive admissible velocities

that satisfy the geometric constraint, we can differentiate (2) to give

Do () Gx() =0t <t<in (8)

where g; is the constraint function for this contact. This can be rewritten as

ajx(t) =0 1 <t<tpp (9)

where a; = %gj(x) is a column vector with length equal to the number of degrees of freedom. Equation
(9) is our maintaining condition in that it must be satisfied to maintain the contact or geometric constraint.
When g; is a distance measure, equation (9) becomes a requirement that the distance between the points
of contact remains zero (i.e. the points remain in contact).

Equation (9) is a simpler representation of the constraint function of equation (2) and is part of a model
of the constraints that occur in the actual continuous-time system. Section 4 will use adaptation of the

simpler representation, in particular the a; vectors, to eliminate modelling errors.

3.2 Enabling Condition

In addition to determining motion that maintains a constraint, it is desired to determine the motion such
that the workpiece encounters the next discrete state yx11. There are two enabling conditions, for enabling
a gain of contact and for enabling a loss of an existing contact. For the gain of contact case, we know that

the system is not in contact so the following must be true

g9; (x(t)) = K te <t <tgir (10)



where, without loss of generality, K is a positive constant. In order to direct the system such that K — 0,
we require the time derivative to be negative.

alx(t) <0 th <t <tpy (11)

Equation (11) is our enabling condition for a gain of contact. It is a necessary condition for discrete event
Tk+1 to occur. When g; is a distance measure, equation (11) becomes a requirement that the distance
decreases or that the points of contact move closer together.

Considering the enabling condition for a loss of contact, we know that

g; (x(t)) =0 th <t <tpgr (12)

since we are trying to lose an existing contact. To lose the contact we must have the time derivative
positive.

a; x(t) >0 th <t <tppt (13)

Equation (13) is our enabling condition for a loss of an existing contact. It is a necessary condition for
discrete event 7,11 to occur. When g; is a distance measure, equation (13) becomes a requirement that

the distance increases or that the points of contact move apart.

3.3 Disabling Condition

The third condition, the disabling condition, is derived directly from the enabling condition. Since (11) is
a necessary condition for a gain of contact to occur, a sufficient condition to prevent an unwanted gain of

contact is obtained by changing the direction of the inequality.

alx(t) >0  tp <t<tp (14)



where j indicates the discrete states (constraint equations) that are not desired to occur. Essentially, this
disabling condition prevents K from decreasing in magnitude. When g; is a distance measure, equation
(14) becomes a requirement that the distance between the points of contact does not decrease (i.e. the
points remain apart). Note that no disabling condition for a unwanted loss of contact is required as the

maintaining condition (9) ensures that contact will not be lost.

3.4 Solving for the Control Command

The desired event determines which of the above conditions should be applied for each possible edge-edge
or surface-vertex contact. The maintaining condition is (9) and is used when it is desired to maintain a
contact. The enabling conditions are (11) and (13) and are used to enable the gain or loss of a contact,
respectively. The disabling condition is (14) and is used to prevent unwanted gains of contact. From the
desired event, we now find a set of conditions on the control command, one for each possible edge-edge or
surface-vertex contact. The control command is now determined by satisfying this set of conditions. Any
method for satisfying the set of constraints will yield an acceptable discrete event velocity command. One
method [BR85], which uses a search technique to maximise the minimum distance to each constraint for

maximum robustness, is suggested.

4 Adaptation

Despite determining a velocity command which satisfies the above constraints, errors can still occur due
to model inaccuracies, tracking control errors, or other unknowns. In these situations, it is desired to have
the system adjust to the new information and adapt the desired velocity commands. The ability to adapt
is particularly important in an industrial setting where new products are frequently introduced and the
assembly line needs to be “tuned” to the new tasks. The extra time, work and uncertainty involved a
sub-optimal operation motivates the need for task-level adaptation of the discrete event controller.

There are two logical means of task-level adaptation. The first is to adapt directly on the desired

10



velocities x [McC93]. With this approach, we alter the desired velocity command according to which
constraint has been violated such that greater robustness to error is gained. The advantage to this scheme
is that we adapt directly on the velocity command so that a best estimate is always available without
the need for additional computation. The disadvantage is that no additional knowledge of the system is
gained. It is a brute force solution. Additionally, there is no guarantee of finding a velocity command that
will continue to meet all the constraints.

The second means of task-level adaptation is to adjust the model so that the event conditions more
accurately reflect the actual system. This method would require the altering of the a; vectors and then
finding a velocity command which satisfies the necessary inequality constraints. Clearly the advantage
of such a system is the accurate knowledge of the system which can be gained. The disadvantage is the
additional computation required to repeatedly solve a set of inequalities to find a velocity command. Two
model-adaptive laws are presented here.

Before proceeding with the development of the adaptation laws, we will introduce some common ter-
minology. The actual constraint will be denoted a, whereas the current best estimate of the constraint at
the nt? trial will be denoted &, called the trial constraint. The estimate error is &, = &, —a. We also
define

A = —sgn(a’ %) (15)

Intuitively, A is a switching function determined by the error condition to be adapted. If we erroneously
lost contact then A = —1, whereas A = 1 if we recorded an over-force condition (a large increase in force).
Also, if we gained an unwanted contact then A = 1 and if we failed to gain a desired contact then A = —1.
Two adaptive schemes are now presented: the first is based on intuitive reasoning about the vector spaces

involved whilst the second reduces a search region with each iteration.

11



Figure 2: Justification of Direct Feedback Adaptation Law

4.1 Direct Feedback Adaptation Law

An adaptation law needs to be selected such that the modelling error is reduced. We, propose an adaptation
law based on intuitive reasoning about the vector spaces used for discrete event control as shown in Figure
2. Consider the adaptation of a maintaining condition. Here, the estimate of the constraint vector & and
the velocity vector x are orthogonal. Yet, the velocity vector is not orthogonal to the actual constraint
vector a, indicating the need for adaptation. By adding a portion of the velocity vector to the estimated
constraint vector, the difference between the estimated and the actual constraint vectors decreases. Hence,

the following adaptation law is proposed

8pi1 = dn — AdKp (16)

where A > 0 is the adaptation rate, and %, is the velocity command vector for the n'* trial. Given

this adaptation law, two issues arise. The first is demonstrating the convergence of the estimated model

12



constraint to the actual parameters. The second is the selection of A such that the adaptation remains
stable. Both of these issues can be answered using a Lyapunov function. The complete proof of asymptotic
convergence is given in Appendix A. The result of that proof is that asymptotic convergence to zero

modelling error is guaranteed if the following condition on the adaptation rate is met.

(17)

We will now examine how to satisfy equation (17) for each of the discrete event conditions. For simplicity
and to highlight the adaptation equations, we will assume that the velocity vector has been normalised to

||%n|| = 1. This assumption has little effect as only the direction of the velocity vector is important.

4.1.1 Maintaining Condition

A violation of the maintaining condition implies that the desired velocity command does not maintain the
desired contact. The desired velocity command was derived according to the current understanding of the

system, given by

a'%, =0 (18)
The execution of the system resulted in
alx,=C (19)

where C' is a non-zero constant indicating that the maintaining condition has not been met. For a loss of
contact, the distance between the points of contact has increased. Hence, C' is positive if a loss of contact
occurs. Alternatively, an over-force condition (a large increase in force) will be recorded if the velocity
command attempts to “go through” the environment. In this case, the distance measure is attempting to
go negative, and hence, C is negative if a large increase in force is experienced.

Applying equations (18) and (19) to equation (17) yields the condition on the adaptation rate which

13



guarantees that the model constraint estimates will converge to the true model parameters.

A< —2AC (20)

Satisfying (20), however, is difficult because the quantity C = a”

X, is not exactly known. Only the sign is
known from the detection of discrete events. Furthermore, as the modelling error decreases, a, decreases
and so the adaptation rate must also decrease in order to satisfy (17). Specifics for the actual adaptation
rate will depend on implementation, such as the rate of force increase or how quickly contact is lost,

indicating the size of modelling error that exists. Nonetheless, equation (17) and the guideline of a small

and decreasing adaptation rate will suffice for now.

4.1.2 Enabling Condition

The enabling condition directs the manipulation such that a specified contact is either gained or lost. The
enabling condition is only a necessary condition and not a sufficient one. Hence, it is usually easy to
satisfy an enabling condition. Nonetheless, if the modelling knowledge is poor, enabling conditions can be
violated.

Gain of Contact

The enabling condition for a gain of contact is given by

alx,=C (21)

where C'is a negative value. The execution of the velocity command results in a violation of this condition,
described by

alx,=C (22)

where C is a non-negative value.

Substituting (21) and (22) into (17) yields a condition on the adaptation rate for an enabling condition

14



resulting in a gain of contact.

A< 2A(C-0) (23)

Since both A and C are positive (or zero), (23) is satisfied if the following is satisfied.

A < 2AC (24)

Loss of Contact

The enabling condition for a loss of contact is only used when the maintaining condition is not used.
It is very similar to the previous case. The result of the derivation is that the condition on the adaptation
rate for an enabling condition resulting in a loss of contact is as presented in equation (24). Equation (24)

is easily satisfied for both types of enabling condition as the quantities A and C are known.

4.1.3 Disabling Condition

The last type of condition that may be violated due to modelling uncertainties is the disabling condition.
As indicated previously, disabling conditions only prevent gains of constraint since unwanted losses of
constraint are accounted for by the maintaining condition. For this case, the desired velocity command
was determined according to

alx, =C (25)

where C is a non-negative value. The execution of the system resulted in

a’x,=0C (26)

where C is a negative value indicating the gain of an unwanted constraint.

Again, we apply equations (25) and (26) to equation (17) to derive the convergence condition on the

15
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Figure 3: Justification of Bounding Adaptation Law

adaptation rate.

A< 2A(C-0) (27)

Since C is a negative value and A = 1, equation (27) is satisfied if the following is satisfied.

A< 2AC (28)

To summarise, equation (16) gives an adaptation law for which the estimated model parameters converge
to the actual model parameters provided equation (17) is satisfied. It has been shown that the condition
for stability (17) is satisfied by the selection of the adaptation rate according to (20), (24), or (28) for each
case within discrete event control. Note that (24), and (28) are the same condition. Also note that C' can

be calculated, whereas C' is unknown a priori.

4.2 Bounding Adaptation Law

Motivated by the problems in determining a bound on A for some cases in the Direct Feedback Adaptation
Law, a second adaptation law is proposed. The Bounding Adaptation Law assumes that the actual con-
straint vector is known to be within some connected search region. This is a weak assumption as the search
region can be made very large (even the entire set of possible constraint vectors). Successive experiments
or trials are used to reduce the size of the search region, as shown in Figure 3.

More formally, the Bounding Adaptation Law assumes that the actual constraint vector a is bounded

16



by a set of constraints, ¥(n). We define R(¥(n)) as the set of constraint vectors that satisfy the constraints
¥ (n). By the assumption above, a € R(¥(0)). Once the bounding region has been established, we select

a trial constraint, denoted &,,, somewhere within the region.

a, € R(¥(n)) (29)

Using the trial constraint, a velocity command is determined and this command is tried experimentally
in the next execution of the controller. If an error occurs during the execution of the velocity command
and the state monitor recognises the unexpected event, we know which edge-edge or surface-vertex pair
gained or lost contact or recorded an over-force condition. This information is contained in the definition
of the event. Thus, we can determine which of the maintaining, enabling or disabling conditions failed.
For each type of failure a new bound upon the actual constraint may be determined. The bounded region
is reduced in size using this new bound, as shown in Figure 3. This process is repeated until the bounded
region converges to a correct constraint value.

This adaptation procedure may be formally derived, for each type of error, as follows.

4.2.1 Failure of Maintaining Condition

As in Section 4.1.1, the desired velocity command is given by (18) and the execution of the system resulted
in (19) where C is non-zero. As before, the sign of C' may be determined by monitoring the contact force.
If the force decreases, C is positive. Conversely, if the force increases, C' is negative.

If C is positive, we combine (19) and (18) to give

alx, > alx, (30)

alternatively, if C' is negative, we find

a'x, < alx, (31)

17



Equation (30) or (31), depending upon the type of failure, establishes a new bound upon a which reduces
the size of the set R(¥(n)). Intuitively, the new bound states that a lies more (or less) in the direction of

X, than a,.

4.2.2 Enabling Condition

Gain of Contact
The enabling condition for a gain of contact is given by (21) where C is a negative value. The execution
of the velocity command results in a violation of this condition, described by (22), where C' is a non-negative

value. Now we combine (21) and (22) to give

alx, > alx, (32)

Loss of Contact

A similar derivation to the above for the gain of contact case, results in the new bound

alx, < alx, (33)

In the case of a failure of an enabling condition (32) or (33), as appropriate, establishes a new bound

upon a which reduces the size of the set R(¥(n)).

4.2.3 Disabling Condition

For this case, the desired velocity command was determined according to (25) where Cisa non-negative
value. The execution of the system resulted in (26) where C' is a negative value indicating the gain of an

unwanted constraint. Now we combine (25) and (26) to give the new bound

a’x, > alx, (34)

18



4.2.4 Convergence

To summarise, the Bounding Adaptation Law proceeds by establishing a search region and then reduces
the search region by experiments. Each time a failure occurs, a new bound is determined from (30), (31),
(32), (33), or (34). The new bound is effectively a hyperplane passing through the trial constraint &,, (see
Figure 3). Thus this constraint will reduce the search region if the trial constraint lies strictly inside the
search region. A formal proof of asymptotic convergence is given in Appendix B. This proof demonstrates
that a € R(¥(n)) V n and that the size of the search region R(¥(n)) decreases as n increases, provided
we select the trial constraint within an open subset of the search region. Thus, the trial constraints,
a, € R(¥(n)), eventually converge to a. Note that the trial constraints may actually diverge from the
actual constraints for some periods.

The convergence characteristics of the Bounding Adaptation Law depend on the algorithm used to
solve for the trial constraint. If the trial constraints are selected near the edges of the bounding region,
then the new constraint added by the experiment will frequently eliminate only a small part of the search
region. If we assume a uniform probability distribution for the actual constraint vector (within the search
region), the trial constraints should be selected as the centroid of the search region for fastest convergence.
Even so, the rate of convergence of the Bounding Adaptation Law is complex and can only be indirectly
adjusted, with weak dependence between the selection of the trial constraints and the rate of convergence.

An important feature of the bounding law is that it uses only the knowledge that one of the condi-
tions has failed (and the direction of failure when a maintaining condition fails) to reduce the size of a
search region in which the actual constraint vector is known to lie. The major drawback of the Bounding
Adaptation Law is that it requires more computation than the Direct Feedback Adaptation Law. Under
Bounding Adaptation Law the trial constraint &, must be found, such that &, € R(¥(n)). This requires
the solution of the set of constraints ¥(n). Again, we suggest a method [BR85], which uses a search

technique to maximise the minimum distance to each constraint for maximum robustness.
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Figure 4: Two-Dimensional Assembly Task with Orientation Error

5 Case Study: Peg-in-Hole Assembly

To demonstrate the effectiveness of the adaptation process and some convergence characteristics, we will
consider the motion control of an automated planar assembly task as depicted in Figure 4. The goal is to
maintain contact between the corner of the workpiece and the horizontal surface, as shown in the figure. The
estimated model parameters suggest that the surface is 10° off the horizontal as in Figure 4. This condition
easily arises during actual operation due to alignment errors on the incoming fixtures (environments). The
difficulty is due to the transport and support mechanisms for the fixtures, which are easily misaligned and
often change during the course of a production run. As such, it is a good test case for adaptation.

For the Direct Feedback Adaptation Law, we need to determine values of A to satisfy the convergence
conditions. It has been shown that, in some cases, the bounds on A are unknown. The experimental task
demonstrated here is such a case. For these cases, an empirical expression for A has been developed. Using
the basic assumption that the error in the estimate of the constraint should decrease exponentially, from
(17) we see that A must also decrease exponentially. Intuitively, it is also desirable to decrease the rate
of adaptation as the probability of errors decreases. Thus, the choice of A\ is motivated by a desire for
an exponentially decaying value that decays faster as the probability of errors decreases. The following
expression for A is proposed

A(n)=nn—-1)A(n—-1) (35)
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where 7n(n — 1) determines the exponential decay rate and n is the trial number, as previously. There are a
wide range of options for the choice of the decay rate n(n — 1), depending upon the practical application.
For example, simple alternatives include a constant (n(n — 1) = ) or, for faster than exponential decay,
nin—1) = % Note that these are just examples, further work needs to be conducted to determine a
good expression for n(n — 1) for any particular application. Due to reliability problems with the simple
state monitor used for the results presented in this paper, a number of executions were required for each
constraint vector. The repeated executions provide additional information which would not be available in
most applications. In these experiments, however, the errors were noted over a number of executions with
the same constraint vector and the probability of error was estimated. Thus, the following expression for

n(n — 1) was used.

n(n —1) = Bp(e) (36)

€ is the most commonly occurring error and is used for adaptation of the current trial constraint. The
quantity p(e) is the observed probability of the most commonly occurring error. The parameters of this
expression for A are the initial value A(0) and the scaling factor, 5. Simulation and experiments support
this choice of expression for A and demonstrate that a wide range of these parameters provide stable

convergence.

5.1 Simulations

Figure 5 presents the simulated results using direct feedback adaptation for the surface following task
with A(0) = 0.2 and A(0) = 0.7, both with § = 0.8. The parameter values A\(0) = 0.2 and 8 = 0.8 were
selected by trial and error for fastest convergence for a number of difference cases. The dashed line of
Figure 5 demonstrates the graceful degradation of performance as the parameters are varied from the best
experimentally determined value. Intuitively, the results with A(0) = 0.7 demonstrate over-adaptation
with the estimated constraint vector overshooting the actual constraint. In this example, the oscillations

decrease and the estimated constraint converges to the actual constraint. Both of these figures demonstrate
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Figure 5: Simulated Results for Direct Feedback Adaptation Law (A(0) = 0.2 and § = 0.8)

that the Direct Feedback Adaptation Law effectively converges to the actual constraint vector.

Figure 6 presents the simulated results for Bounding Adaptation Law with a small initial search region
(defined by 0 < 84 < 1, —0.1 < &, < 0.1, and —0.1 < &y < 0.1) and a larger initial search region
(defined by 0 < 8x <1, —1 < &y < 1, and —1 < &y < 1). The results with the small initial search region
highlight the speed with which convergence may be achieved. The results with the large initial search region
show that the Bounding Adaptation Law can determine the correct constraint despite having extremely
poor initial information. In the periods when the trial constraint diverges from the actual constraint the
adaptation process is “searching” areas of the search region that are remote from the actual constraint.
These regions are quickly eliminated and the trial constraints converge to the correct constraint. A property

of the Bounding Adaptation Law seems to be the periodic excursions away from the actual constraint (as

Velocity Constraint Error during Adaptation

—— X\(0) =02
A(0) = 0.7

Iteration

occurred at iterations 1, 5 and 10 for the large initial search region case).
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Figure 8: Experimental Apparatus
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Figure 9: Experimental Results for Direct Feedback Adaptation Law (A(0) = 0.2 with 3 = 0.8 and 8 = 0.3)
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Figure 10: Experimental Results for Bounding Adaptation Law
5.2 Experiments

The Direct Feedback Adaptation Law has been implemented for a Puma 560 robot (see Figure 7(a))
whilst the Bounding Adaptation Law was implemented using an Eshed robot (see Figure 7(b)). The
experimental apparatus used with both robots was constructed from rough angle iron for the “hole” and
machined aluminium for the “peg”, as shown in Figure 8. As with the simulations, the robot is attempting
to move the peg horizontally whilst maintaining contact with the surface, as shown in Figure 4.

Figure 9 shows the performance of the Direct Feedback Adaptation Law with the experimentally de-
termined decay rate of 8 = 0.8 and with A(0) = 0.2. The results of these parameter choices highlight the
potential speed of convergence of the Direct Feedback Adaptation Law. Figure 9 also presents the exper-
imental results for the surface following task with different parameter values of A(0) = 0.2 and 8 = 0.3.
These parameter values lead to slower convergence as A is conservatively small. Also, the § = 0.3 results
(dashed) demonstrate a state detection error occurring at iteration 2, a feature of any practical work. This

practical example demonstrates that the Direct Feedback Adaptation Law is able to recover from errors
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elsewhere in the system. Comparing the results with the two different parameter values we see that the
choice of § has a significant impact on the speed of convergence of the Direct Feedback Adaptation Law.

Figure 10 shows the performance of the Bounding Adaptation Law with small and large initial search
regions, defined as for the simulations. These results compare very favourably with the simulations, demon-
strating that the Bounding Adaptation Law can determine the correct constraint despite having extremely
poor initial information and highlighting the potential speed of convergence. As in the simulations, the

Bounding Adaptation Law exhibits periods when the trial constraint diverges from the actual constraint.

5.3 Evaluation

From the results presented in Figures 5, and 9 for the Direct Feedback Adaptation Law, it is clear that there
is a fairly large range of values for the parameters A(0) and S that lead to convergence. This demonstrates
that the Direct Feedback Adaptation Law has practical value despite the unknown constraint on A\. A
further important point is that the speed of convergence depends upon the choice of the parameter values.
[ has the greatest effect on the rate of convergence. A good decay rate of § = 0.8 has been found
experimentally. A significant advantage of the Direct Feedback Adaptation Law is the ability to recover
from errors in other components of the system.

An important consideration is that the Bounding Adaptation Law has greater sensitivity to state
detection errors and may not recover from some types of error. For example, if a state detection error
occurs such that the direction of the inequality on the new bound ((30), (31), (32), (33), or (34)) is reversed,
the actual constraint is no longer in the search region and the adaptation has failed. The likelihood of a
state detection error depends upon the quality of the state monitor. With a robust state monitor [HM96],
state detection errors may be neglected for most practical applications. Another slight disadvantage of
the Bounding Adaptation Law is that it requires more computation than the Direct Feedback Adaptation
Law. This computation is needed to determine the trial constraints from the bounds of the search region
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From the above discussion, it can be seen that each adaptation law has its good and bad points, yet
both methods achieve successful task-level adaptation. The Direct Feedback Adaptation Law allows the
adjustment of the rate of convergence and error recovery properties but the proper selection of A is not
guaranteed. The great advantage of the Bounding Adaptation Law is its guaranteed convergence, assuming
no state detection errors. However, state detection errors can lead to failure to converge. In most practical
situations, the Direct Feedback Adaptation Law is probably best suited as empirical expressions for A lead
to good results. The Bounding Adaptation Law may be more appropriate in critical applications (e.g.
medical applications), when coupled with a reliable state detection scheme.

The two adaptation laws presented here are two slightly different approaches to the problem of adapta-
tion. Most adaptive methods use a form of gradient to determine the adaptation direction and the amount
of change required. Unfortunately, only the direction of adaptation is available to us here. Therefore,
the direct feedback law uses the direction and estimates the adaptation amount A, with bounds to ensure
convergence. The bounding adaptation law simply relies on the direction information to achieve slightly

slower but guaranteed convergence.

Conclusions

A new adaptation scheme using hybrid dynamic control was applied to constrained motion systems. The
algorithm adapted the model-based geometric constraints according to the discrete event execution of the
system. The first adaptation law suffers from the limitation that there exists one case where convergence
cannot be proven. However, for the other cases, the direct feedback law converges asymptotically and
the simulated and experimental results demonstrate the practical usefulness of this intuitive adaptation
law. The shortcomings of the direct feedback law motivated the development of the bounding adaptation
law which is show to converge asymptotically for all cases. Simulations and experiments demonstrate
the effectiveness of the bounding adaptation law. Observations for improving the convergence and error

recovery characteristics are given.
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As the simulations and experiments demonstrate, a highly successful, hybrid dynamic adaptation system
has been presented. Moreover, this adaptation ability along with the state monitoring of [HM96] or [MA93],

and the error detection and recovery of [MA95] form a highly effective, intelligent motion control system.

A Asymptotic Con ergence of Direct eedback Adaptation a

The Lyapunov function candidate is a “squared error” proposed as

(n) =a’a (37)

where & = & — a is the estimation error which is desired to go to zero. The asymptotic convergence criterion
for discrete systems is

n 1)— (n)<0 (38)

Substituting the Lyapunov candidate into the convergence criterion yields

(n 1)~ (n) =80, 180 —&T4, (39)

The adaptation control law is defined as

fni1 = An — AXKp (40)

In terms of the parameter error, equation (40) can be written

Bpy1 = An — AXK, (41)
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Substituting the adaptation law (41) into the stability criterion (39) gives

(n )= () = [En — ANka]T [ — AXky)
—ala,
= (A)?2%T%, —2AXa! %, (42)
< 0 (43)
Note that (A)2 = 1. Equation(43) must be negative for convergence. Hence, the final condition for

convergence of the error system becomes

2A&7
PP (44)
[1%a]
which is equivalent to equation (17).
Asymptotic Con ergence of ounding Adaptation a
Define the Lyapunov function:
(n) = da, (45)

n

where & € R(¥(n)). This Lyapunov function is simply the area of the search region. We will show that

the area of the search region reduces, or:

That is, we will show that the area of the search region asymptotically reduces to zero.

To guarantee this, we will show that

1. ae R(¥(n)) Vn,

2. R(¥(n)) is connected Vn, and
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By assumption, a € R(®(0)). This is a weak assumption as R(¥(0)) may be arbitrarily large. Using
the adaptation rules presented in Section 4.2, we can establish new constraints on a. Provided that no
state detection errors occur, the new constraints must be valid and so we know that a remains within
R(¥(n)) for all n.

After the n'? step, R(¥(n 1)) is derived from R(¥(n)) by the addition of a single constraint. Thus, if
R(¥(n)) is connected then R(¥(n 1)) is connected. Also, due to the fact that we add a single constraint,
R(¥(n 1)) R(¥(n)). Hence, all that remains is to show that R(¥(n)) becomes smaller as n increases.

The constraints that are added to R(¥(n)) are either

a’x, > alx, (47)

or

a’x, < alx, (48)

Intuitively, the constraint states that a lies more or less in the direction of x,, than &,,. Thus, provided that
each trial vector &, is chosen inside R(¥(n)) (i.e. within an open subset of R(¥(n))), the new constraint
((30), (31), (32), (33) or (34)) will intersect with R(¥(n)) and hence, R(¥(n 1)) R(¥(n))

Now that we have shown that a € R(¥(n)) V n and R(¥(n 1)) R(¥(n)) V n it is clear that

(n 1) < (n) and so (46) is satisfied and the adaptation is shown to be Lyapunov stable.

The above proof demonstrates that the region R(¥(n)) converges to the actual constraint vector a.
However, the details of the convergence of the trial constraint vector, &,, depends on the algorithm used
to select &,. For some algorithms, &,, does not converge monotonically to a. Regardless of the algorithm,
ifae R(¥(n)) Vn, a, € R(¥(n)) Vnand R(¥(n 1)) R(¥(n)) V n then it is clear that &, will

converge towards a.
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